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Abstract—Occupancy maps are used in automotive driving
applications to understand the scene around the vehicle using
sensor data like LiDAR measurements. State-of-the-art work
relies on pattern-coupled sparse Bayesian learning (PCSBL) to
estimate the occupancy map from LiDAR point cloud data by
leveraging spatial dependencies across grids in the map. However,
PCSBL has high computational complexity, posing challenges
for real-time implementation on large-sized grid maps. In this
work, we propose two methods to improve the computational
efficiency of PCSBL for occupancy grid mapping by exploiting
the narrow angular interactions of sensor measurements with the
map. The first method partitions the measurements into spatially
disjoint submaps that can be processed in parallel. The second
method exploits the angular structure to impose a block structure
on the measurement matrix, allowing more efficient matrix
computations to accelerate the algorithm. Experiments on the
nuScenes public dataset show that the presented methods reduce
computational runtime compared to the benchmark PCSBL
method while preserving detection accuracy.

Index Terms—Occupancy grid mapping, LiDAR point clouds,
sparse Bayesian learning, automotive driving.

I. INTRODUCTION

An occupancy grid map (OGM) is a discrete representation
of the environment around a vehicle, with each grid cell of
the map containing occupancy values. An OGM is built by
processing data from sensors like LiDARs and used to support
perception tasks like free-space detection, object tracking, and
path planning in autonomous driving and advanced driver
assistance systems [1]-[3].

A widely used model-based approach in OGMs is the
inverse sensor model (ISM) [1]. ISM assumes that each cell in
the occupancy map is independent, enabling fast processing.
However, this method suffers from conflicts introduced by
inconsistent measurements and does not exploit spatial rela-
tionships. An alternative approach uses kernel-based methods,
such as Gaussian process OGMs [4], which capture spatial
dependencies. Early implementations of Gaussian process
OGMs were computationally intensive; subsequent works in
[5], [6] introduced acceleration methods that were further
developed into the Bayesian generalized kernel (BGK) method
[7], [8]. Nonetheless, Gaussian process OGMs do not address
the inherent sparsity in occupancy maps. A sparsity-aware
OGM model was introduced in [3], where pattern-coupled
sparse Bayesian learning (PCSBL) [9] was applied to estimate
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block-sparse occupancy maps by explicitly exploiting spatial
structure. PCSBL outperforms Gaussian process OGMs in
accuracy, but its high computational complexity makes it un-
suitable for large-sized OGMs. Furthermore, the acceleration
methods developed for Gaussian process OGMs in [5]-[7]
cannot be applied to PCSBL.

In this work, we reduce the computational complexity
of PCSBL for OGMs by leveraging the unique structure
of its measurement model, where measurements influence
only narrow angular regions of the map. We introduce two
methods: the partition and overlap (PO) method, which splits
measurements into submaps for parallel processing, and the
region-based cell permutation (CP) method, which reorganizes
the measurement matrix into a block structure using angular
patterns for faster computations. We evaluate their efficiency
and performance on the nuScenes public dataset [10] by
comparing them with benchmark PCSBL [3], BGK [8], and
ISM [11]. The results show that our PCSBL variants match
the benchmark PCSBL in detection performance metrics while
reducing computational time. Moreover, they have runtimes
close to ISM, the fastest among the compared methods, while
offering superior map reconstruction performance.

II. PCSBL: PRELIMINARIES AND COMPLEXITY ANALYSIS

Occupancy grid mapping aims to estimate the occupancy
state of a vehicle’s surrounding environment from M LiDAR
sensor measurements (reflection points). To this end, the
environment is discretized into a 2D grid with N cells, each
modeled as a binary random variable. The collection of all
cell occupancies is represented by the vector z € {0,1}%.
PCSBL for OGMs adopts a linear sensor measurement model
in [3] using ray casting. For each measurement, the sensor ray
is traced to identify an occupied cell at each reflection point
and mark preceding cells as free. These occupancy states are
encoded in the selection matrix A € {0,1}2M %N where each
of the M reflections contributes two rows: one for the occupied
cell and one for the free cells. The resulting model is

y = Ax + n,

where y € {0,1}2M contains ones for the occupied cells and
zeros for the free cells. Also, noise term . ~ N (0,v~ 1)
where ~ is the unknown inverse noise variance. PCSBL aims
to reconstruct the unknown map x from y and A.

The PCSBL algorithm [9] imposes a two-layer hierarchical
prior distribution on the unknown z. In the first layer, =
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is modeled as a zero-mean Gaussian vector with a diagonal
precision matrix D. To exploit the block structure, its nth

diagonal element is D[n,n] = a[n|+ 8 > «fm], where
meLy,
a[n] is the nth cell precision hyperparameter, 5 € [0,1]

is the coupling parameter, and L, is the direct neighbor
set of the nth cell. In the second layer, the cell precision
hyperparameters o and noise precision +y are assigned Gamma
hyperpriors. To estimate x, the unknown hyperparameters
o and ~ are estimated iteratively through the expectation-
maximisation algorithm [3], [9]. In every iteration, given the
current hyperparameters, it first computes the posterior mean
[t and covariance & of x as

&=1ATA+D)', p=12ATy, (1)

and then updates the hyperparameters to maximize the model
likelihood given the measurements. Iterations continue until
convergence; the final map is obtained by thresholding fi.
The main computational challenge in PCSBL arises from
the matrix inversion in (1). Specifically, the precomputation
of AT A has a complexity of O(M N?), while the inversion
step has cubic complexity O(NN?3). With the number of iter-
ations T' < M, the overall complexity is O(T N3 + M N?).
Comparatively, ISM has a complexity O(LM) where L is
the average number of cells intersected by the rays [1], and
BGK has a complexity of O(N log(M)) [8]. Therefore, our
goal is to reduce PCSBL’s significant computational load by
leveraging the inherent structure of the measurement model.

III. PCSBL COMPUTATIONAL REDUCTION TECHNIQUES

We present two approaches: PO, which parallelizes process-
ing of sub-maps from measurements, and CP, which optimizes
matrix operations by permuting A’s columns.

A. Partition and Overlap

In the measurement model, each LiDAR measurement af-
fects only the grid cells along its sensor ray within a narrow
angular sector. One approach is to partition the measurements
into K discrete angular regions, as shown in Fig. la for
K = 4. Then, the PCSBL algorithm can be applied to each
region, recovering an N/K-sized map from M/K LiDAR
measurements on average, resulting in the total complexity
of O(TN3/K? + MN?/K?).

(b) Overlapping partition
(overlap in purple)

(a) Non-overlapping par-
tition (distinct colors)

Fig. 1: Partitioning LiDAR measurements into K = 4 regions

By computing K independent maps, the pattern coupling
across the region boundaries is lost. To alleviate this, mea-
surements can be partitioned with overlaps, as illustrated in

Fig. 1b. Given the mean fi;, and covariance @, for each region
k, the maps are combined via Bayesian fusion, i.e.,

l‘r[n}
~ ZTERH b [n,n]
Hmerged [n} = Z—la

TeRn @T[n,n]
where R, denotes the set of regions that overlap at the
nth cell. The resulting merged mean map fi,c5cq 18 then
thresholded to yield the final binary occupancy estimate &.
Overlapping regions require repeated occupancy estimation for
shared cells, increasing computational complexity compared to

non-overlapping partitioning.

B. Region Based Cell Permutation

In the benchmark PCSBL [3], the measurement model
operates on row-indexed grids (Fig. 2a). As shown in Fig. 2a,
LiDAR rays from distinct angular sectors (e.g., top vs. bottom)
intersect mutually disjoint sets of cells. Consequently, the
selection matrix is structurally split in the middle (dotted line
in Fig. 2d); map cell indices are equivalent to selection matrix
column indices. Exploiting this property further, the row-based
indexing can be permuted to a K-region based indexing,
where each region is defined by an angular sector around
the ego center. For K = 4, the reindexing shown in Fig. 2b
produces a four-block structure in A (Fig. 2e), with nonzero
entries of the selection matrix perfectly within each block.
Consequently, AT A is block-diagonal, allowing for efficient
block-wise inversion and multiplication in (1), achieving the
same complexity reduction described in subsection III-A.
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Fig. 2: Illustrates measurement model indexing and selection matrices: (a—c)
show single and multiple indexing regions with ego center (red dot), LIDAR
ray (black line), reflection point (green dot); (d—f) visualize the corresponding
selection matrices, with red blocks denoting regions which are numbered and
blue and white indicate nonzero and zero entries.

Furthermore, for K > 4, the region boundaries can pass
through grids, and the LiDAR ray may intersect cells belong-
ing to multiple regions. For example, the LiDAR ray in Fig. 2¢
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Fig. 4: Tllustrative example of occupancy maps from different methods applied
to nuScenes scene 187 sample 1 LiDAR scan (green points). The ego vehicle
is dark red, ground truth boxes are pink, and the estimated occupancy grid is
black. Occupancy is estimated within the pale blue road mask background.

results in an A matrix like in Fig. 2f where certain rows have
nonzero entries spanning multiple regions. This breaks the
block structure and hinders the use of block matrix operations.
This can be dealt with by discarding the elements outside the
blocks to retain the block structure. Alternatively, we split rows
spanning multiple regions to enforce the block structure so that
no information is discarded. Fig. 3 shows an example where a
row with support falling in two regions is split into two rows.

Fig. 3: Splitting LIDAR measurements spanning multiple regions: the original
matrix A (left) contains a row with overlapping elements (red), which is split
at region boundaries and reassigned to form the block-structured matrix As
(right), adding extra rows (highlighted below the dotted line).

Comparing the two methods, CP improves the computa-
tional performance of PCSBL while preserving full coupling
across the K regions, eliminating an extra fusion step.

IV. PERFORMANCE EVALUATION

We evaluate the algorithms using the publicly available
nuScenes dataset [10]. The evaluation metrics are (i) runtime;
(ii) average intersection over bounding box (IoBB) to measure
the overlap between the estimated and ground truth obstacles;
(iii) detection rate which is the ratio of detected (IoBB > 0)
to total obstacles; (iv) free space error (defined as the ratio
of false positives in ground truth unoccupied areas); and (v)
angular scan normalized mean squared error (AS-NMSE) from
[3] that serves as a drivable area metric. We use K = 16
regions and present results comparing the CP method with
the splitting method shown in Fig. 3 (PCSBL-16-CP), the
PO method with a two-cell overlap (PCSBL-16-PO2), BGK
[8], ISM [11], and benchmark PCSBL [3]. All methods are
implemented in Python and on a Ryzen AI 9 365 CPU.

TABLE I: Results on scene 187 sample 1

Metric PCSBL PCSBL-16-CP PCSBL-16-PO2 || BGK ISM
Detection rate 21/35 22/35 22/35 18/35 20/35

Vehicle 13/14 13/14 13/14 13/14 13/14

Pedestrian 8/21 9/21 9/21 5121 17/21
Average IoBB 0.451 0.505 0.496 0.539 0.550
Free space error | 0.025 0.026 0.026 0.044 0.030
AS-NMSE 0.031 0.029 0.038 0.154 0.109
Time (s) 16.830 0.576 1.924 0.156 0.183

Fig. 4 and Table I show evaluations on scene 187 from
nuScenes, with M = 8086 LiDAR measurements and a map
of N = 3869 cells. The PCSBL parameters are all initialized
as specified in [3]. In this scene, the PCSBL variants run 30
times faster than the benchmark PCSBL and achieve a slightly
better detection rate and average IoBB, while incurring only
a marginal increase in free space error. Although BGK and
ISM have good IoBB and runtimes, they suffered from poor
free space error and lower AS-NMSE because of inaccurate
edge detection. PCSBL outperforms BGK and ISM on all
metrics, despite average IoBB being lower. The higher IToBB
in BGK and ISM results from better IoBB for vehicles but
comes at the cost of increased false alarms and failure to
detect many pedestrians, whereas PCSBL is significantly better
at pedestrian detection. Finally, the PCSBL-16-CP method is
significantly closer to BGK and ISM in terms of runtime.
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Fig. 5: Distribution of the proportion of detected objects and AS-NMSE in
the ground truth maps over 200 random nuScenes samples.

TABLE II: Mean runtime over 200 random nuScenes samples.

PCSBL PCSBL-16-CP PCSBL-16-PO2
19.90 0.70 1.86

Model
Time (s)

BGK ISM
0.19  0.18

Further, Fig. 4 and Table II show the statistical performance
of the methods averaged over 200 scenes. The results show
that across the three PCSBL algorithms, the proposed meth-
ods perform similarly to benchmark PCSBL while reducing
runtime complexity by more than an order of magnitude.

V. CONCLUSION

We presented two computationally efficient PCSBL meth-
ods for reconstructing an OGM. Evaluation on the nuScenes
dataset showed that these methods maintain the detection
accuracy of the benchmark PCSBL but with significantly lower
runtimes. Among the two methods, CP is more computation-
ally efficient, as the PO method effectively calculates more
cell occupancies due to overlapping regions. Future work could
adopt mapping based on polar grids and extend these methods
to OGMs based on radar point cloud data.
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