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• Speech signals
• Introduction to Beamforming for microphone arrays
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Speech Enhancement - Project
<latexit sha1_base64="Af++wf6v1XjMfpIzEyXRNyvU1Qw="></latexit>

• Project is compulsory and carried out in groups of 2 students

• Q&A during oral discussion (hand in report before June 21st
2023, brightspace)

Project:

• Design and build a multi-microphone speech enhancement/beamforming
system for far-end noise reduction.

• Use matlab

• Generate signals according to the signal model discussed in
class using the audio files and impulse responses (see website).

• Perform an evaluation of the speech enhancement system.
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Microphone arrays
<latexit sha1_base64="2u3HJqwkjxlj4qWhLhP2oOUvCT0=">AAAJIHicnVXNctxEEJ44CyzLXwwnKhcVtqtClVa1WpcdwimJD3ChKpg4SREZ10hq/dRqJEUzcryZ0svkDXgA7twoThSc4E3o6Z0NkRa7CJJX6un++uuf6ZHDusilms1+v7Z1ffTW2++M35289/4HH350Y/vjR7JqmwhOoqqomichl1DkJZyoXBXwpG6Ai7CAx+HiyNgfn0Mj86p8qJY1nAqelnmSR1yhqtre2mMBK1nFcnzGDP </latexit>

Can be used for (spatial) processing to improve speech intelligibility and
reduce the e↵ect of background noise on speech communication quality.

• Speech quality (’pleasantness’, listener fatigue).

• Speech intelligibility.

Application Areas:

• human-to-human communication (e.g., digital hearing instruments,
mobile phones, public address systems, conference systems, etc.).

• human-to-machine (e.g., voice-controlled devices, booking services,
etc.).
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Example: Speech Enhancement for 
Dig. Comm.

<latexit sha1_base64="Zx16JAHj1pJNv2RDV9oQGirtFHA=">AAAIbnicnVXvbtxEEN80gR7HvwYkpKpCWCSRinQx54uStnyqyIfCB6QSNW1FHaL1es+3itd2d/eaHCs/Wt+AF+AteAOYGdu0Z6cSYN/tzc789je/mV2fkypX1k2nf2zc2Nx67/2bow/GH3708Sef3tr+7Kktl0bIU1HmpXmecCtzVchTp1wun1dGcp3k8llycYzxZ6+ksaosnrhVJc80zwo1V4I7cJXbG7+zmBWsZArGlEkYHR </latexit>

Problem:

Generally digital speech communication systems (mobile telephony systems,
automatic speech recognizers, etc.) are designed to work with relatively
noise-free speech signals. If input signals to these systems are noisy, their
performance drops since noisy speech doesn’t satisfy the speech production
model

• low-quality speech at receiving side of mobile phone.

• poor recognition performance.
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Example: Speech Enhancement for Dig. 
Comm.

Speech 
coder

Speech 
decoder

wind
echo other cars

engine

tires

transmission channel

<latexit sha1_base64="S74uBNX6V7doJTl0izwe3svKfig="></latexit>

Degradation of target due to:

• Car Noise

• Competing Speakers

• Echo

• Coding noise (modeling and quantization)

• Non-ideal channel
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Example: Speech Enhancement for Dig. 
Comm.

Speech 
coder

Speech 
decoder

wind
echo other cars

engine

tires

“built-in” noise robustness

transmission channel

<latexit sha1_base64="k8pclsT2SOEi4U3/YNUk91Qus+A="></latexit>

What can be done?

• Develop new and more noise robust digital speech communication
systems
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Example: Speech Enhancement for Dig. 
Comm.

Speech 
coder

wind
echo other cars

engine

tires

Noise 
reduction

Speech 
decoder

Speech 
enhanc.

<latexit sha1_base64="viWH8W6zu9viD0bzWaUgNQM1e44="></latexit>

What can be done?

• Develop new and more noise robust digital speech communication
systems

• Pre-process noisy signal before it enters speech communication sys-
tems



Example: Speech Enhancement for 
Hearing Devices

<latexit sha1_base64="FayhbmsunMXWT0IQCB1b7nJqaMA="></latexit>

How to compensate for this?

<latexit sha1_base64="J8Q8EXrOksGgA2fLnBdNzosWh4Q=">AAAFk3icnVRtb9MwEE43CiO8bSA+8SVincSHLmo6dWPiy7Qh3qRJY+xN4FE5zjW1Zjud7WwrVn4a/A/+DXaWaTRlEmBV1fnu8fP4zneJR4wq3en8bMzM3mrevjN31793/8HDR/MLjw9UlksC+yRjmTyKsQJGBexrqhkcjSRgHjM4jE+2XPzwDKSimdjT4xEcc5wKOqAEa+vqz/9AIqMiAaH9AMWQUmGoBk6/QeEjZwW7kOQEkk </latexit>

• Reduced sensitivity and reduced
dynamic range

• Temporal resolution

• Frequency resolution

• Inability to exploit spatial cues



Example: Speech Enhancement for 
Hearing Devices

Noise 
reduction

Gain and
Compression

Anti-
feedback
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Single and Multi-Microphone Speech 
Enhancement

Transmission
Sender Receiver

<latexit sha1_base64="LrXO8Ijfq4OfOXn2ORe/EYLJMD4="></latexit>

Far-end noise
reduction

<latexit sha1_base64="3+yMoGEJ0hSJf8tEHJeMorHxsYw="></latexit>

Near-end speech
enhancement

<latexit sha1_base64="lifWm+Hi5btHhzErCHfk+YXxwWk="></latexit>

Applications:

• Hearing aids

• Mobile telephony

• Headsets

• Etc.
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Example: Near-end Speech Enhancement

<latexit sha1_base64="qRa1W1obHFsi20EbiQGflmo3n+0="></latexit>

Unprocessed

<latexit sha1_base64="qhAF8caskqROtnMOJkwpM95YZHE="></latexit>

Processed using MI-optimal model
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Example: Far-end Speech Enhancement

Passing train, car, 
street noise, etc.

Noise 
reduction

<latexit sha1_base64="lVV/ss4GEByp5/7GkP2DinFcgKE=">AAAFHXicnVPNbtQwEHbpAmX5a+HIJWK3Eoc0SlJtSzlVVIhekErVbSvqsnKS2d2odrLYDt2V5WfhDXgDjtwQJyTEAZ4FO80KNkslwIqi8cw33+cZe6IRTYX0/W8LVxYbV69dX7rRvHnr9p27yyv3DkVe8Bi6cU5zfhwRATTNoCtTSeF4xIGwiMJRdLZj40dvgYs0zw7kZASnjAyytJ/GRBpXb3kXZ3maJZDJ5rMxYSMKTxyRZg </latexit>

Example: single mic. noise reduction for non-stationary noise
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Single and Multi-Microphone Noise 
Reduction

<latexit sha1_base64="K/vdCY6GRWo56t0JKT4HTxv4UQY=">AAAFDXicnVPLbtQwFHXbAUp4tbBkEzFTqUjTKEk1feyqdgEbpFJ12oq6jJzkzsRqnAy2h3Zk+Rv4A/6CHbBCYgV7/gY7zQgmQyXAiqLje4/P8bV9o2FGhfT9H3PzC40bN28t3nbu3L13/8HS8sMjUYx4DN24yAp+EhEBGc2hK6nM4GTIgbAog+PofM/mj98CF7TID+V4CGeMDHLapzGRJtRb2sJ5QfMEcunsQmqQK1NwgXA3NT </latexit>

Behind the ear hearing aid
(2 microphones)

<latexit sha1_base64="os6H+3/L3OOY1ECeb0TrQxMqJrU="></latexit>

In the ear hearing aid
(1 microphone)



Example: Multi-Channel Noise Reduction

MVDR-
beamformer

Single-channel
MMSE
Noise reduction
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(80 degrees)

May 24, 2023
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<latexit sha1_base64="JvZWNMkMqno+z+0a+/BqmtcJj1A="></latexit>

x1(k, l)

<latexit sha1_base64="j0qFu45Z6ZKnZ09MTujREntfGxY="></latexit>

xM (k, l)

<latexit sha1_base64="2wU2EZvGwP5bNhSPlUSEDcejTqg="></latexit>

z(k, l)
<latexit sha1_base64="sKwXBYJcRggo5MXaLqltbx8ob7E="></latexit>

ŝ(k, l)

<latexit sha1_base64="Trm/II/byVEk1gFIZMvGQ7oVBh0="></latexit>

• Clean input s(k, l)

• Noisy input at mic. 1 x1(k, l)

• MVDR-beamformer output z(k, l)

• Output of total system ŝ(k, l)
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Focus – Microphone Array Processing
<latexit sha1_base64="M2zNUA9PhKP2yEQ+cmJJA+E5GoU="></latexit>

today
<latexit sha1_base64="tPZsu6X0DtZaXDgW+F5qNOjIqtY="></latexit>

• Speech signals: The look and feel

• Microphone array signal model

• Beamforming

– Optimal beamformers (Wiener, MVDR, LCMV)

– Relations between optimal beamformers

– The acoustic transfer function (ATF)

• The EVD & GEVD

• Estimating the ATF

• Estimating Rs

• ATF Estimation and Cramér-Rao lower bounds
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Speech Signals - A First Encounter
Characteristics of speech change across time due to changing pro-
duction system:

<latexit sha1_base64="1XlFezUAo+C6LxB7O4PGlZ/klO0=">AAAFMHicnVPPb9MwFPZYgVF+bXDkEtFO4tBFSapujNNED3BBGtO6TcyjcpzXNFqcFNthqyz/U9w58F/ACXFC4gT/AXaWCpoyCbCi6Pm9z9/33rNfOEkTIT3v09KV5cbVa9dXbjRv3rp95+7q2r0DkRecwoDmac6PQiIgTTIYyESmcDThQFiYwmF42rfxw7fARZJn+3I6gRNG4iwZJZRI4xquHuMsT7IIMtnsjwknVAI3qgkVTj </latexit>
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voiced: /a/
<latexit sha1_base64="bUzkPfqqAuOu8Bi0Yr4D78Kn6Hk="></latexit>

uvoiced: /s/
<latexit sha1_base64="Y3BRgz8E39pRJ8bC+GS7oyyG8EE="></latexit>
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Speech Production - Anatomy
Overview of speech production system:

• Lungs

• Larynx (organ of voice production).

• Vocal Tract

- throat (pharyngeal cavity).

- oral+nasal cavity.
<latexit sha1_base64="us5fWqmlHxt6O3YTx4AsQM09uNY="></latexit>

From Docio-Fernandez L., Garćıa Mateo C.
Speech Production. In: Li S.Z., Jain A.K.
(eds) Encyclopedia of Biometrics.
Springer, Boston, MA, 2015.

<latexit sha1_base64="UDZIw6qLV0vn0iPJ1pMXdWz8fVs="></latexit>
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Speech Production - Anatomy

Acoustic filter model:

• Lungs+vocal folds: Excitation.

• Cavities: Main acoustic filter.

• Velum: ”switch” for nasal sounds.
<latexit sha1_base64="fBSmZX1s8yJVB/r9eZWmsNrW0QA=">AAAFk3icnVNdb9MwFE0ZhVG+NhBPvERrJyHRRWmrbmy8jBUEQkwaY90mllE5yU1qzXaK7WwtVn4a/A/+DXaWajRlEmBVzf04Pufea9sfESyk6/6s3Fi4Wb11e/FO7e69+w8eLi0/OhRJygPoBwlJ+LGPBBDMoC+xJHA84oCoT+DIP+uZ/NE5cIETdiAnIzilKGY4wgGSOjRY+uGxBLMQmKx5qf5yQ6ReBUkqJA7sCBMJ3KZJCG </latexit>

From Docio-Fernandez L., Garćıa Mateo C.
Speech Production. In: Li S.Z., Jain A.K.
(eds) Encyclopedia of Biometrics.
Springer, Boston, MA, 2015.

<latexit sha1_base64="UDZIw6qLV0vn0iPJ1pMXdWz8fVs="></latexit>
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Speech Production - Excitation
Excitation signal: The air stream signal that enters the paryngeal
cavity (throat), i.e., after vocal folds.

Types of excitation:

• Voiced: Air pushed through glottis which oscillate, gener-
ating quasi-periodic pu↵s of air (e.g. vowels /a/, /i/, etc.).

• Unvoiced: Air forced through constriction somewhere along
vocal tract (e.g. /s/, /f/).

• Mixed: Quasi-periodic excitation but with constriction along
vocal tract (e.g. /z/).

• Plosive: Complete closure of vocal tract, build-up of air
pressure + release (e.g. /p/, /t/).

<latexit sha1_base64="fLMXXwOkJSDRfVhxbDAct/5Ty4o="></latexit>
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Speech Production - Excitation Signal

Voicing:
The fundamental period/frequency is evident in the time domain
as well as the frequency domain representations of speech.

<latexit sha1_base64="XOCgRbr6vXw8YmM9XIApyqqTxtQ=">AAAFcnicnVTdbtMwFE7ZCqP8bXAHN4F2EkhZSFJ1Y1xN7AJukMa0bhPzqJzkpLVmJ53tbqssPwqPwoPwHjwAdkg1mjIJsKLk+JzP33eO7ZN4TImQQfC9cWtpuXn7zsrd1r37Dx4+Wl17fCiKCU+gnxS04McxFkBJDn1JJIXjMQfMYgpH8dmujR9dABekyA/kdAynDA9zkpEES+MarH5FeUHyFHLZQhPz5ZZIHRYkIflQv0WodT </latexit>

Female speaker
<latexit sha1_base64="xQyCenkxMMGDvMycFQJrNhHFiRE="></latexit>

Male speaker
<latexit sha1_base64="eDMwMgu9fWuSQ+9Pa7a6XJZFLTc="></latexit>
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Speech Production - Excitation Signal

Unvoiced regions:
In unvoiced regions, the excitation signal is noise-like (i.e., without
the periodicity that characterizes voiced signals.)

<latexit sha1_base64="CTK/IJ3a0rCMCWPKJRlVi0+baeA="></latexit>
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Speech Production - The Vocal Tract

• Configuration of vocal tract ”shapes” excitation to generate
specific speech sound, i.e., overall spectral characteristic
determined by vocal tract.

• Resonance frequencies of vocal tract system give rise to
peaks in overall spectrum ⇠ formants (3-5 formants within
Nyquist band).

<latexit sha1_base64="GfUpYcdPWXZxk0PJSkZvAp7cu8s="></latexit>
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Spectrograms
Spectrogram: Time-vs-Freq-vs-Spectral Magnitude (no phase!).

“His captain was thin and haggard and his beautiful boots...”
<latexit sha1_base64="/GZorpKs2suQaIdmMPV5QE/0Gbk="></latexit>
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Spectrograms
Spectrogram: Time-vs-Freq-vs-Spectral Magnitude (no phase!).

“His captain was thin and haggard and his beautiful boots...”
<latexit sha1_base64="/GZorpKs2suQaIdmMPV5QE/0Gbk="></latexit>
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Speech Production - The Vocal Tract
<latexit sha1_base64="kW3YxKrcO8KsC1nscKCVYYg1CsM="></latexit>

• Speech signals can be decomposed into two components:

Vocal tract filter and the excitation (input) of this filter.

• Vocal tract system changes over time ) spectral/temporal

characteristics of the speech waveform are time-varying )
only short segments of speech waveform can be assumed

to have similar acoustic properties (”non-stationarity” vs
”short-term stationarity”).

• Speech is considered a stochastic process (excitation signal

is realization of random process).

• Speech signals typically assumed stationary over 20-30 ms

time frames.

• Typical maximum speech bandwidth 7-8 kHz.



Microphone Measurement Model

29

<latexit sha1_base64="youY1TkHqsow0KqRnKMnvWlVyFo="></latexit>

x[n]

<latexit sha1_base64="ymRJ/Vxdza+/ccSj4SnKAtcFu1M="></latexit>

s[n]

<latexit sha1_base64="b8OH5ugsTEoecjReoi77FItRNhw="></latexit>

• Reflections, modelled with
room impulse response.

• x[n] = (h ⇤ s)[n]

<latexit sha1_base64="4ezQ3a2bZhBCHqmAiEtxvxbRjB0="></latexit>

• Direct path: x[n] = a(d)s[n� ⌧(d)]

<latexit sha1_base64="wdHFvCgHGCQ8Kn1VVfJ/kTzobkM="></latexit>

d



Microphone Measurement Model
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<latexit sha1_base64="E4pmV69U7FCMZ0nfHIySLfYIzjc="></latexit>

Measured room impulse response from o�ce.

<latexit sha1_base64="IaUcJTN5Bi/ZFRNXLJyQJptcJMY="></latexit>

Notice

• Direct path and early reflections
determine intelligibility.

• Late reflections (reverb) typically
degrades intelligibility.

• Notice the long duration of h compared
to typical frame size (20 ms).



Microphone Measurement Model
<latexit sha1_base64="i9Ah6Bhz9bH9LGvJMTVSWmqHimw="></latexit>

Single microphone model:

x[n] =
dX

i=1

(hi ⇤ si)[n] + n[n]

• d Point sources si
• Room impulse responses hi from source position i to mi-
crophone.

• n models microphone self noise and often also other di↵use
noise components (e.g., late reverberation).



Microphone Measurement Model
<latexit sha1_base64="+GQMWBaldrmP5BbWJyU8JaDJLJY="></latexit>

Single microphone model:

x[n] =
dX

i=1

(hi ⇤ si)[n] + n[n]

Assumptions: Sources are assumed to be

• Additive

• zero-mean and mutually uncorrelated, i.e., E[si] = 0, E[n] =
0, E[sisj ] = 08i, j and E[sin] = 0 8i.

• short-time stationary.

Validity of these assumptions?



Microphone Measurement Model

<latexit sha1_base64="5x0JC3/T5wd6KSLj2r/3THjO9TQ="></latexit>

x[n] =
dX

i=1

(he ⇤ si)[n]
| {z }

Early refl.

+
dX

i=1

(hl ⇤ si)[n]
| {z }

Late refl.

+n[n]

<latexit sha1_base64="5u33IhNmdAYbhfRQ9dZqHjV1Lfw="></latexit>

The impulse hi response is often much longer than a time frame.

Therefore hi is often split in early (desired) and late (disturbing)

components.

• Strictly speaking, early and late components are correlated

via the source si.

• Often a known structure is assumed for the spatial corre-

lation function of the late reflections (di↵use components),

with a scaling depending on the variance of source si.



Concept of Beamforming

40 degrees
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34

<latexit sha1_base64="MWavvpNVlu2i2cvKdXtvPmtYuus="></latexit>

• Consider a sinusoidal source at 40 degrees of a dual microphone
array (d=0.17 m).

• The sound source is in the far field (sound waves can be con-
sidered planar)
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Concept of Beamforming

⌧ = 3.06 samples

35

d
<latexit sha1_base64="a+xcgXpR42yyvTH5RAHGXgunkpw="></latexit>

d
<latexit sha1_base64="a+xcgXpR42yyvTH5RAHGXgunkpw="></latexit>

x
<latexit sha1_base64="cBdm6x0hchmE5XyUdkeCvgTP9Q0="></latexit>

x
<latexit sha1_base64="cBdm6x0hchmE5XyUdkeCvgTP9Q0="></latexit>

x = ⌧
fs
c

<latexit sha1_base64="xAZd67u9JS/WfbwiB9QWtEz+5Qo="></latexit>

<latexit sha1_base64="Cu6hcuBJIk2QNCH656gQ19fRqek=">AAAFrnicnZTdTtswFMdTWDfWfcF2uZtoDRKTSuaklI+LSmhcjJtJDFFAw13lOE4aESed7QLF8pvtRbanmR1SsaZF2mZF0fE5P/+P7WM7GKUJFwD8rC0tP6o/frLytPHs+YuXr1bXXp/yfMww6eE8zdl5gDhJk4z0RCJScj5iBNEgJWfB5YGJn10RxpM8OxGTEelTFGdJlGAktGuw+gtmeZKFJBMNBwo07kKc8w2I0tEQvYcRQ1 </latexit>

⌧ = cos(↵)dc fs
• ↵ = 40 degrees

• fs = 8000 Hz

• d = 0.17 m

• c = 340 m/s



Concept of Beamforming

36

<latexit sha1_base64="dsV19bQBlySi79RyrJryKUFqbIU="></latexit>

• Non-integer shifts: Use time domain interpolation or frequency do-

main phase change.

• The narrowband assumption: z(t) = real{s(t)ej!0t}

– The narrowband assumption: If B⌧ ⌧ 2⇡ (W ⌧ ⌧ 1), then

z⌧ (t) = z(t�⌧) = real{s(t�⌧)ej!0(t�⌧)} ⇡ real{s(t)ej!0(t�⌧)}

– W ⌧ ⌧ 1 ) ⌧max ⌧ 1
W = Ts

– Narrowband condition: The maximal delay ⌧max across the array

is less than the sampling period Ts.

– with Ts in the order of Ts = 1/8000 this does not hold for audio.

– Having !0 = 0 we would have an instantanuous model, s⌧ (t) =
s(t), which is obviously incorrect.



Concept of Beamforming – Freq. domain

37

<latexit sha1_base64="AzAlKXPTBgab0h6UquMkzCK4p/I="></latexit>

Due to non-integer shifts, processing thus done in frequency domain

• To satisfy narrowband assumption, processing per frequency

band assuming narrowband assumption is satisfied per band.

– e.g., using a DFT of size 512, fs = 8000 Hz, W ⌧ ⌧ 1 )
⌧ ⌧ 512

8000 = 0, 064

– In this example, 3 samples delay is about 0.375 ms, hence

narrowband assumpion is satisfied.

• Phase shifts become thus frequency dependent, and thus the

beamformer response is frequency dependent.

• We have to deal with spatial aliasing (the equivalent of tem-

poral aliasing): d < 1
2�min < 1

2
c

1
2 fs

= c
fs
.



Concept of Beamforming – Freq. domain

response of 1 at 60 degrees

spatial aliasing

For low frequencies, less spatial selectivity

d = 0.03 < 1
2�min = 1

2
c

fmax
.

) fmax = 5.6 kHz

Example:

• Sum and delay beamformer

• Target at 60 degrees

• two microphones

• d = 0.03

38
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How to exploit spatial filtering?

40 degrees

39

<latexit sha1_base64="RGBC0VlBGXDyW49+bI0uLAC6wHA="></latexit>

x2(k, l) = s(k, l)e�j2⇡ k⌧
N + n2(k, l)
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x1(k, l) = s(k, l) + n1(k, l)

<latexit sha1_base64="2Wga8Sm6KU1d4pISefZKWvRmIM4="></latexit>

How to obtain an estimate ŝ(k, l)?
Given that direction ↵ is known (i.e., ⌧) compensate for delay:

ŝ(k, l) = x1(k,l)+x2(k,l)e
j2⇡ k⌧

N

2

= s(k,l)+n1(k,l)+S(k,l)e�j2⇡ k⌧
N ej2⇡

k⌧
N +N1(k,l)e

j2⇡ k⌧
N

2 = S(k, l)+N1(k,l)+N2(k,l)e
j2⇡ k⌧

N

2



How to exploit spatial filtering?
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• If the noise sources come from di↵erent angles as the speech
source, the noise DFT coe�cients N1,k(l) and N2,k(l) will be
added destructively.

• If the noise is uncorrelated across microphones, i.e.,
E[N1,k(l)N⇤

2,k(l)] = 0, this operation involving two micro-
phones will reduce the variance with a factor 2 (or three dB).

• This beam former is called the ”delay and sum beamformer”,
after the two operations that are applied.

<latexit sha1_base64="dSC8YD8Bynw0RoQPVce0imbpkuk="></latexit>

ŝ(k, l) =
x1(k, l) + x2(k, l)ej2⇡

k⌧
N

2
= S(k, l)+

N1(k, l) +N2(k, l)ej2⇡
k⌧
N

2



Signal models – near field
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When sources travel to the microphones, the distance from source to
each microphone influences the experienced damping and phase of
the measured signal:

s(k, l) ) s(k, l)a(d)e�j2⇡ k⌧(d)
N .

Depending on the size of the array and the distance of the array to
the source, this gives rise to two di↵erent signal models:

• Near-field (and free field):

– The source is close to the center of the array. The experi-
enced damping is therefore di↵erent for every microphone.

– Damping (a inversely proportional with distance) and phase
di↵erences ⌧ are taken into account.



Signal models – far field
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• Free field

– No reflections, only direct path

• Typically one takes the early part of the room impulse response
into account (i.e., all early reflections).
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s(k, l) ) s(k, l)e�j2⇡ k⌧(d)
N .
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• Far-field (and free field):

– The source is far away from the center of the array. The

waves travel therefore parallel. The microphones experi-

ence no di↵erence in damping.

– Only phase di↵erences ⌧ are taken into account.



Short-Time Frequency Transform
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Processing is often done in the so-called short-time frequency domain, i.e.,
FFT on short windowed time frames.

• Time frames should obey Short time WSS assumption.

• STFT makes convolutive model (approximately) multiplicative AND
helps to satisfy narrowband assumption.

• x(k, l) =
Pd

i=1 ai(k, l)si(k, l) + n(k, l)

• For M microphones using stacked vector notation:

x(k, l) =
dX

i=1

ai(k, l)si(k, l) + n(k, l)

• Notice: As all processing is often done independently per frequency
band and time frame, time and frequency indices are usually neglected.
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x(k, l)
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x[n]
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ŝ(k, l)
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ŝ[n]



Problem formulation 
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x(k, l) =
dX

i=1

ai(k, l)si(k, l) + n(k, l)

• Assuming a single target and considering remaining point sources as
interferers, abusing notation we can write

x(k, l) = a1(k, l)s1(k, l)| {z }
target

+
dX

i=2

ai(k, l)si(k, l) + n0(k, l)

| {z }
interferers+noise

= a(k, l)s(k, l) + n(k, l)

• Goal: Estimate s(k, l) given x(k, l): e.g. ŝ(k, l) = E[s(k, l)|x(k, l)]
• 1) Derive beamformers assuming a(k, l) is known.

• 2) estimation of a(k, l)



The (Relative) Acoustic transfer function
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x(k, l) = a(k, l)s(k, l) + n(k, l)

• Notice that a(k, l) is the (Short Time) Fourier transform of the room

impulse response per frequency, stacked across microphones

• Often a(k, l) is normalized with respect to the reference microphone,

referred to as the relative transfer function (RTF).

x(k, l) = ā(k, l) a1(k, l)s(k, l)| {z }
s1(k,l)

+n(k, l)

Using the RTF

– significantly shortens the length of the response.

– implies we estimate the target at the reference microphone.

• Notice that the room impulse response (in the order of 100ms - 1 s)

is typically much longer than the frame size used (20 ms).



Delay & Sum Beamformer
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Assuming free and near-field, and choosing the first microphone as
the reference, we have

x(k, l) = s1(k, l)a(k, l) + n(k, l).

with

a(k, l) = [1,
a2e�j2⇡

k⌧2
N

a1
, ...,

aMe�j2⇡
k⌧M
N

a1
]T .

For the general case (non-free field) a(k, l) just models the complete
ATF. Knowing a(k, l), we can calculate the delay and sum beam-
former

ŝ(k, l) = wH(k, l)x(k, l) =
aH(k, l)x(k, l)

aH(k, l)a(k, l)
.
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Near and free field: w(k, l) = a(k,l)
aH(k,l)a(k,l)

Far and free field: w(k, l) = 1
M a(k, l), with a(k, l) as defined above.

General case: w(k, l) = a(k,l)
aH(k,l)a(k,l) with a(k, l) the ATF.



Delay & Sum Beamformer

Delay and sum

• preserves the target.

• does not take explicit knowledge on the noise field into account.

• reduces the noise variance in most ideal case (uncorrelated noise
across microphones) with a factor
1
M = 1

2p ) �p10 log10(2) ⇡ �3p dB

48
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MVDR - beamformer

More advanced beamformers not only exploit position of target, but
position of noise sources as well. A well-known adaptive beamformer
is the “minimum variance distortionless response” (MVDR) beam-
former

• Constrains the beamformer to have no change of magnitude
and phase in direction of target source.

• Minimizes the variance of the beamformer output in all other
directions.

<latexit sha1_base64="JUezcHLN0aQ3kLQESiNNXn0c1LM="></latexit>



50

MVDR - beamformer
<latexit sha1_base64="g0LDHvuYxsbzP1V+QF96kv3pDnA="></latexit>

Cost function: J(w(k, l)) = wH(k, l)Rx(k, l)w(k, l)

min
w(k,l)

J(w(k, l))

s.t.w(k, l)Ha(k, l) = 1.

d

dwH(k, l)

�
J(w(k, l)) + �(wH(k, l)a(k, l)� 1)

 
=

Rx(k, l)w(k, l) + �a(k, l)

Rx(k, l)w(k, l)+�a(k, l) = 0 ), w(k, l) = � (Rx(k, l))
�1 �a(k, l)
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MVDR - beamformer

<latexit sha1_base64="XUoKz0NpcFuE97vU3kK66U5ZKIA=">AAAGonicrVTtbtMwFM06KCN8bfCTPxHtpE1Ko6SjG0OaNLEfTEhIW1m3ibmrnMRpo9pJsV3ayvKb8Qo8AG+DnaYaSZkEDLeqru89Pude+976Ixwz7ro/Viqr9+5XH6w9NB89fvL02frG83OWjmmAOkGKU3rpQ4ZwnKAOjzlGlyOKIPExuvCHRzp+8RVRFqfJGZ+NUJfAfhJHcQC5cvU2Vr6DJI2TECXc7DBk8QGygjRhnMI44W </latexit>

Use the constraint: aH(k, l)w(k, l) = 1 = �aH(k, l) (Rx(k, l))
�1 �a(k, l)

) � = � 1

aH(k, l) (Rx(k, l))
�1 a(k, l)

)

w(k, l) =
(Rx(k, l))

�1 a(k, l)

aH(k, l) (Rx(k, l))
�1 a(k, l)
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MVDR - beamformer
<latexit sha1_base64="5w3khYbRSyh/tusQX90gRlW7V7k="></latexit>

w(k, l) =
(Rx(k, l))

�1 a(k, l)

aH(k, l) (Rx(k, l))
�1 a(k, l)

The MVDR beamformer can also be written using the noise correla-
tion matrix Rn(k, l) based on the matrix inversion lemma:

(A+ uvT )�1 = A�1 � A�1uvTA�1

1 + vTA�1u

MatrixRx(k, l) can be written asRx(k, l) = Rn(k, l)+a(k, l)aH(k, l)�2
s
(k, l)

w(k, l) =
Rn(k, l)�1a(k, l)

⇣
1� a(k,l)HRn(k,l)

�1a(k,l)�2
s
(k,l)

1+aHRn(k,l)�1a(k,l)�2
s
(k,l)

⌘

aHRn(k, l)�1a(k, l)
⇣
1� aH(k,l)Rn(k,l)�1a(k,l)�2

s
(k,l)

1+aHRn(k,l)�1a(k,l)�2
s
(k,l)

⌘ =

Rn(k, l)�1a(k, l)

aH(k, l)Rn(k, l)�1a(k, l)
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MVDR - beamformer

<latexit sha1_base64="qhjDo9LBqIzkP5Wgt1UJwd6WujQ="></latexit>

w(k, l) =
R�1

x (k, l)a(k, l)

aH(k, l)R�1
x (k, l)a(k, l)

=
R�1

n (k, l)a(k, l)

aH(k, l)R�1
n (k, l)a(k, l)

This holds under the assumption that 1) Rs(k, l) is rank-1 2) target
and noise are uncorrelated and 3) target and noise are additive
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MVDR – Spatially uncorrelated noise
<latexit sha1_base64="2UhsRHRw65gZdLZ/Zy9HMXpthLM="></latexit>

w(k, l) =
Rn(k, l)�1a(k, l)

aH(k, l)Rn(k, l)�1a(k, l)

If the noise field is spatially uncorrelated, i.e., Rn(k, l) = �2
N
(k, l)IM ,

the MVDR equals the delay and sum beamformer

w(k, l) =
Rn(k, l)�1a(k, l)

aH(k, l)Rn(k, l)�1a(k, l)
=

a(k, l)

aH(k, l)a(k, l)

(assuming far-field and free-field):

w(k, l) =
a(k, l)

M
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Optimal Linear Multi-Channel Wiener

<latexit sha1_base64="YegtaDd7GPm9QQuITcXeKy30gUw="></latexit>

Signal model: x(k, l) = s(k, l)a(k, l) + n(k, l)

Cost function: JMSE(w(k, l)) = E[||s(k, l)�wH(k, l)x(k, l)||22]

dJMSE(w(k, l))

dwH(k, l)
= �E[sH(k, l)x(k, l)] +Rx(k, l)w(k, l)

= ��2
s
(k, l)a(k, l) +Rx(k, l)w(k, l) = 0

w(k, l) = R�1
x (l)�2

S,k
a(k, l)
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Optimal Linear Multi-Channel Wiener
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Using again the Matrix inversion lemma, it can be shown that

w(k, l) = R�1
x (k, l)�2

s
(k, l)a(k, l)

can be written as

w(k, l) =
�2
s
(k, l)

�2
s
(k, l) + (aH(k, l)R�1

n (k, l)a(k, l))�1

| {z }
Single-channel Wiener

R�1
n (k, l)a(k, l)

aH(k, l)R�1
n (k, l)a(k, l)| {z }

MVDR
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Optimal Linear Multi-Channel Wiener
<latexit sha1_base64="hhyqroeKUrnMIC/FnqWwE3yLIpI="></latexit>

matrix inversion lemma:

(A+ uvT )�1 = A�1 � A�1uvTA�1

1 + vTA�1u

Matrix Rx(k, l) can be written as Rx(k, l) = Rn(k, l)+aaH�2
s
(k, l)

R�1
x (k, l)a(k, l)�2

s
(k, l) =

�
Rn(k, l) + aaH�2

s
(k, l)

��1
a(k, l)�2

s
(k, l)

= R�1
n (k, l)a(k, l)�2

s
(k, l)

� R�1
n (k, l)a(k, l)

�2
s
(k, l)aH(k, l)R�1

n (k, l)a(k, l)

1 + �2
s
(k, l)aH(k, l)R�1

n (k, l)a(k, l)
�2
s
(k, l)

= R�1
n (k, l)a(k, l)

✓
1� �2

s
(k, l)a(k, l)HR�1

n (k, l)a(k, l)

1 + �2
s
(k, l)aH(k, l)R�1

n (k, l)a(k, l)

◆
�2
s
(k, l)
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Optimal Linear Multi-Channel Wiener
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= R�1
n (k, l)a(k, l)

✓
1� �2

s
(k, l)a(k, l)HR�1

n (k, l)a(k, l)

1 + �2
s
(k, l)aH(k, l)R�1

n (k, l)a(k, l)

◆
�2
s
(k, l)

= R�1
n (k, l)a(k, l)

✓
�2
s
(k, l)

1 + �2
s
(k, l)aH(k, l)R�1

n (k, l)a(k, l)

◆

=
R�1

n (k, l)a(k, l)

aH(k, l)R�1
n (k, l)a(k, l)

✓
aH(k, l)R�1

n (k, l)a(k, l)�2
s
(k, l)

1 + �2
s
(k, l)aH(k, l)R�1

n (k, l)a(k, l)

◆

=
R�1

n (k, l)a(k, l)

aH(k, l)R�1
n (k, l)a(k, l)

 
�2
s
(k, l)

�
aH(k, l)R�1

n (k, l)a(k, l)
��1

+ �2
s
(k, l)

!
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Optimal Linear Multi-Channel Wiener
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w(k, l) =
�2
s
(k, l)

�2
s
(k, l) + (aH(k, l)R�1

n (k, l)a(k, l))�1

| {z }
Single-channel Wiener

R�1
n (k, l)a(k, l)

aH(k, l)R�1
n (k, l)a(k, l)| {z }

MVDR

The multi-channel Wiener filter can thus be seen as a concatenation
of two filters:

• An MVDR as spatial filter

• Single-Channel Wiener filter as post-processor where the noise
variance is set to the remaining noise PSD after beamforming:

wH(k, l)Rn(k, l)w(k, l) = aH(k, l)R�1
n (k, l)a(k, l)
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Sufficient Statistics
<latexit sha1_base64="5/n+22JLqyaimFhy62VvLwPjzjU="></latexit>

• For n Gaussian distributed,

T (x(k, l)) = wH

MVDR(k, l)x(k, l) =
aH(k, l)R�1

n (k, l)x(k, l)

aH(k, l)R�1
n (k, l)a(k, l)

is known to be a su�cient statistic for s.

• This means no information is lost on s by using T (x(k, l))
instead of x(k, l).

• This result holds in general for any prior distribution on s(k, l)
and any cost-function (e.g., quadratic (MSE), uniform (MAP),
Absolute error (Median)) and any function of s (e.g., |s|, |s|2,
etc.)
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Sufficient Statistics
<latexit sha1_base64="MinzdQFIATwwaFEgbEYYwgyjwMM="></latexit>

• Let fS(s|y) denote the conditional pdf of random variable S. In
then holds that for a su�cient statistics fS(s|x) = fS (s|T (x))

• If fx (x|T (x; s) is independent of s, T (x) is a su�cient statistic
for estimating s.

• Equivalent: I (s;T (x)) = I (s;x), i.e., we have equality in the
data processing inequality and no information is lost.

Finding a su�cient statistic: if the pdf fx (x; s) can be factorized as

fx (x; s) = g(T (x), s)h(x),

then T (x) is a su�cient statistic for s.
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• Clean input s(k, l)

• Noisy input at mic. 1 x1(k, l)

• MVDR-beamformer output z(k, l)

• Output of total system ŝ(k, l)

<latexit sha1_base64="JvZWNMkMqno+z+0a+/BqmtcJj1A="></latexit>

x1(k, l)
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xM (k, l)
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z(k, l)
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ŝ(k, l)
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LCMV - beamformer

• The MVDR imposes one constraint.

• This can be generalised to having d constraints.

<latexit sha1_base64="BkPfWFIIM6Yh8v/kM3mg8JJflD0="></latexit>

Remember the MVDR: J(w(k, l)) = wH(k, l)Rx(k, l)w(k, l)

min
w(k,l)

J(w(k, l))

s.t.w(k, l)Ha(k, l) = 1.
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LCMV - beamformer
<latexit sha1_base64="8CDdAwEEMMP+oOWPqFFsoCh7cIc="></latexit>

Cost function: J(w(k, l)) = wH(k, l)Rx(k, l)w(k, l)

min
w(k,l)

J(w(k, l))

s.t.wH(k, l)⇤(k, l) = fH(k, l).

with ⇤ 2 CM⇥d

<latexit sha1_base64="yRrka5Dj7k1SNyegyCExlETpSaM="></latexit>

When d < M , there is a closed form solution:

w(k, l) = R�1
x (k, l)⇤(k, l)

�
⇤H(k, l)R�1

x (k, l)⇤(k, l)
��1

f(k, l).
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LCMV - beamformer

<latexit sha1_base64="jw28MbXiGToO1d+z9BVbP4VUWvs="></latexit>

wk = R�1
x (k, l)⇤(k, l)

�
⇤H(k, l)R�1

x (k, l)⇤(k, l)
��1

f(k, l).

How to use the multiple constraints?

• To steer zeros in the direction of certain noise sources.

• To maintain the signal from certain directions.

• To maintain the spatial cues of for hearing aids.

Notice that the more constraints are used, less degrees of freedom

are left to control the noise reduction.
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Overview of Discussed filters
<latexit sha1_base64="sAs0bfPvvMBkqim1LI3db4FMCXI="></latexit>

• Delay and sum beamformer

w(k, l) =
a(k, l)

aH(k, l)a(k, l)

• MVDR beamformer

w(k, l) =
R�1

x (k, l)a(k, l)

aH(k, l)R�1
x (k, l)a(k, l)

=
R�1

n (k, l)a(k, l)

aH(k, l)R�1
n (k, l)a(k, l)

• Multi-Channel Wiener

w(k, l) =
�2
s
(k, l)

�2
s
(k, l) + (aH(k, l)R�1

n (k, l)a(k, l))�1

| {z }
Single-channel Wiener

R�1
n (k, l)a(k, l)

aH(k, l)R�1
n (k, l)a(k, l)| {z }

MVDR
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Overview of Discussed filters

<latexit sha1_base64="UlFgxPYt0Omrenq5ffLYj4R/LBw="></latexit>

• LCMV beamformer

w(k, l) = R�1
x (k, l)⇤(k, l)

�
⇤H(k, l)R�1

x (k, l)⇤(k, l)
��1

f(k, l).


