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Follow-up courses

In the MSc – Signals, Networks and Sensing (SNS):

Statistical Digital Signal Processing
Everything about covariances, but now
stuffed in matrices!

Applications to power spectrum
estimation and direction finding

Estimation and Detection

From a noisy received signal y [n], can
you detect if a signal is present?

What are optimal ways to estimate
parameters (like amplitude, phase,
direction, bits); e.g. maximum likelihood

What is a bound on the variance of the
best estimator?
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Convex Optimization

Many signal processing “algorithms” are
formulated as optimization problems:

θ̂ = arg min
θ

‖y − f (θ)‖2︸ ︷︷ ︸
model error

+ ‖g(θ)‖︸ ︷︷ ︸
prior

How to solve for θ?

Array Signal Processing

With multiple antennas, we stuff their
data it into vectors/matrices.

Resulting covariance matrices have a lot
of structure! Extracted using eigenvalue
decompositions, factor analysis, · · · .
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Memo

X (Ω)Xk

x̃(t)

∑
x[n − kN]

windowing

∑
x(t − kT )

interpolation

sampling

windowing (LPF)

reconstruction
(sinc-interpolation)

sampling

sampling

interpolation

discrete-time

windowing

(1 period)
periodiccontinuous-time

(1 period)
periodic

discrete-timecontinuous-time

freq.discrete freq.continuous freq.discrete
(line spectrum) periodic

freq.continuous

(1 period)

IDTFT DFT IDFTIFSFS FT IFTFT DTFT∑
X (Ω− kΩs )

x(t) x[n] x̃[n]

X [k]X (ω)

Generally:

periodic ⇔ discrete
short ⇔ long
product ⇔ convolution
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Memo

Ω [rad/s]−πFs 2πFs−2πFs

Fs
2

0 F [Hz]− Fs
2

Fs−Fs

π0 ω [rad]−π 2π−2π

|X (F )| after sampling: DTFT

Fs
2

0 F [Hz]− Fs
2

Fs−Fs

Fs
2

0 F [Hz]− Fs
2

Fs−Fs

|Xa(F )| before sampling: FT

spectrum is periodic with Fs (resp 2π)
fundamental interval: [−π, π] or [0, 2π]

|X [k]| after sampling: DFT

N
2

0 k1 2 N − 1

π0 ω [rad]−π 2π−2π 2π
N

N samples in time⇔ N samples in freq
· · · · · ·

π is not always a sample point
2π is out of range

πFs

X [k] interpolates X (F ) if x[n] at most N samples

0
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Memo

−F ′s 2F ′s = Fs−2F ′s

Fs
2

0 F [Hz]− Fs
2

Fs−Fs

π0 ω [rad]−π 2π−2π

|X (F ) before resampling

F ′s
4

0 F [Hz]− F ′s
4

F ′s
2

= Fs− F ′s
2

= −Fs

new sample rate: F ′s = Fs/2, corresponds to 2π
spectrum is periodic at new sample rate (aliasing), appears expanded
loss of energy: amplitude lower by factor D

new sample rate: F ′s = 2Fs , corresponds to 2π
spectrum appears compressed (in ω-domain)
no loss of energy

π
2

0 ω [rad]−π
2

π−π

|XD (F )| after downsampling (D = 2)

2π0 ω [rad]−2π 4π−4π π−π

|XU (F )|

F ′s = Fs
2

after upsampling (U = 2)

0 F [Hz]
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Contents

These slides are a selection of (sometimes very old) exam questions,
that could be representative for future exams.

Selected topics:

DFT

Bandpass sampling

Multirate / polyphase

DFT and overlap-add

Oversampling ADC

Cyclic convolutions

Spectral analysis

FFT
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DFT

Suppose that xa(t) is an analog signal with bandwidth B = 3 kHz. We
want to apply an order N = 2m DFT to it, to obtain a spectrum with a
resolution better than 50 Hz.

Determine:

a the minimal sampling rate, Fs

b the number of samples which are at least required

c the time duration of the analog signal that is at least required
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DFT
Solution:

∆f

− 1
2

1
2 f

−3k 3k F

0

N + 1

B = 3 kHz ⇒ Fs = 6 kHz

∆f ≤ 50 Hz ⇒ N ≥ 6000

50
= 120

The condition N = 2m gives N = 128.

The time duration of the analog signal needs to be at least 128
samples, which is T = 128

6000 = 0.0213 s = 21.3 ms

If we pose N = 120 we obtain T = 120
6000 = 1

50 = 1
∆f

So: the resolution is determined by the time duration of the signal, and not by
the sample rate (which determines the maximal frequency).
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DFT spectra

Match the time domain sequences with the corresponding DFTs!
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DFT spectra
Solution:

Sequence # DFT #
1 5
2 2
3 1
4 8
5 7
6 6
7 4
8 3
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DFT spectra
Solution (cont’d):

Sequence 1 contains 2 full cycles of a sine, so X [2] and X [20− 2] are
nonzero, the other frequency samples are 0, just like DFT 5.

Sequence 2 contains 3 full cycles of a sine, therefore matches DFT 2.

Sequence 3 contains 2.5 cycles of a sine. All DFT coefficients are
nonzero, the largest values must be X [2], X [3], X [20− 2] and
X [20− 3], that is DFT 1.

Sequence 4 is a single cycle of a sine with 10 samples, zero-padded to
20 samples. Without zero-padding, the 10-point DFT would be all
zeros except at X [1] and X [9]. Zero-padding gives more samples in
between, that are all nonzeros. That is DFT 8.
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DFT spectra
Solution (cont’d):

Sequence 5 is constant, its DFT is an impulse, that is DFT 7.

Sequence 6 is a constant multiplied by a rectangular window.
Therefore, its DFT contains samples of an impulse in the frequency
domain, convolved with the Fourier transform of the rectangular
window. That is DFT 6.

Sequence 7 is a (delayed) impulse, its DFT magnitude is a constant,
that is DFT 4.

Sequence 8 is an impulse train. Its Fourier transform is also an
impulse train, i.e. DFT 3.

9. exercises 13 / 36



Bandpass sampling

Given an analog real signal xa(t) with the following spectrum:

Xa(F )

0 30 MHz F

100 kHz 50 kHz

The signal is sampled at a sample rate Fs = 40 MHz:

Fs = 40 MHz

xa(t) x [n]

a Is the Nyquist condition satisfied?

b Sketch the frequency spectrum of the digital signal x [n]. Label the
ω-axis; also indicate the frequencies (in Hz).

9. exercises 14 / 36



Bandpass sampling (cont’d)
Solution:

a No: the highest frequency in the signal is 30.05 MHz, the sample
rate needs to be twice as high (60.1 MHz); not the case here.

b Because of the sampling, the part of the spectrum at 30 MHz is
repeated with a period of 40 MHz, and will be present at 70, 110
MHz etc, and also at −10, −50, · · · MHz. The part of the
spectrum at −30 MHz (not shown in the figure, but present
because the signal is real-valued) is repeated at 10, 50, · · · MHz.

100 kHz

X (ω)

0 ω1/2π π

0 30 F (MHz)10 20 40

2π

50 kHz (not to scale)
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Bandpass sampling (cont’d)

After sampling at 40 MHz, we want to maximally downsample the
signal so that it can be stored efficiently without loss in quality.

c Give a block scheme showing how this can be done step by step.
(You will possibly need: a downsampler, a mixer (= multiplier by
e jω0n), a lowpass filter, a bandpass filter.)

d Draw the resulting spectrum

e Determine the sample rate that you will need.

f Specify the values of the parameters in your block scheme.
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Bandpass sampling (cont’d)
Solution:

c

xa(t)

Fs = 40 MHz

x [n]

e jω0n

y [n]↓ DLPF

The mixer shifts the spectrum by −10 MHz (alt: −30 MHz), so
that the specrum around 10 MHz now sits at 0.

The lowpass filter cancels the extra copies which (after shifting)
now sit at 20 MHz (and elsewhere).

The downsampling reduces the sample rate to 200 kHz.
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Bandpass sampling (cont’d)

d

50 100 F [kHz]

Y (ω)

0−1/2π π ω

0

−π

For convenience, the spectrum is drawn from −π till π; it is
periodic outside this interval. Note that the spectrum is not
symmetric anymore: after downmodulation it is complex!

e 200 kHz (complex samples)

f Mixer: e−j 1/2π n, i.e., ω0 = −1/2π. This corresponds to 10 MHz.
Lowpass filter: passband 100 kHz, stopband 19.9 MHz.
Downsampling: D = 40 MHz

200 kHz = 200 times
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Multirate systems

a Demonstrate with an example that a decimator (factor D) and an
upsampler (factor U) can be interchanged if D and U are co-prime
(i.e., no common factors).

?
x[n] y [n]U ↑ D ↓ x[n] y [n]D ↓ U ↑

b Simplify the following system:

2 ↓x[n] z−4 2 ↓ y [n]3 ↑

c Given a real-valued spectrum X (ω) as follows:

ω0

X (ω)

π−π

Sketch Y (ω).
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Multirate systems
Solution:

a First case: after upsampling

[x [0] 0 0 0︸ ︷︷ ︸
U

x [1] 0 0 0︸ ︷︷ ︸
U

· · · ]

After downsampling by D (only every U · D-th sample is nonzero):

[x [0] 0 0 0︸ ︷︷ ︸
U

x [D] 0 0 0︸ ︷︷ ︸
U

· · · ]

Second case: after downsampling

[x [0] x [D] · · · ]

After upsampling:

[x [0] 0 0 0︸ ︷︷ ︸
U

x [D] 0 0 0︸ ︷︷ ︸
U

· · · ]
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Multirate systems

b

using noble identity:

x[n] z−4 4 ↓ 3 ↑ y [n]

x[n] 3 ↑ y [n]4 ↓ z−1

c After downsampling (aliasing!) by a factor 2, we obtain:

π

=

0 ω2π0−2π −π

Assuming the phase is zero, the spectrum is flat.
After downsampling again by a factor 2 (total: factor 4), the
spectrum remains flat — unchanged.
The delay does not affect the amplitude spectrum.
After upsampling by a factor 3, the spectum remains flat. Hence,
|Y (ω)| is a flat spectrum.

9. exercises 21 / 36



Double projection

In the cinema, a movie is projected at 24 frames per second. Every
frame is projected using a short flash of light. This is observed as flicker.
To reduce this, each frame is projected twice (48 frames per second).

To model this, we regard an arbitrary pixel in the movie as a time series
x [n]. The rest of the projection system is an ideal D/A converter. Your
eye is modeled as a lowpass filter with a passband until 20 Hz and a
stopband after 35 Hz.

a Give a block scheme showing the process of double projection of
x [n] until your perception.

b Using frequency spectra, explain why the double projection results
in less flicker (or a more stable image).
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Double projection
Solution:

↑ 2x[n]
y [n]

HLP (Ω) z(t)
y(t)

z−1

Fs = 24 Hz Fs = 48 Hz

D/A

filter 1 + z−1

0 2π

|X (ω)|

4ππ

24 4812 36

With double projection:

Without double projection:

0

|Z(F )| = |X (F )HLP (F )|

12 24 36 48 F [Hz]

0 π

|Y (ω)|

2π1
4
π 1

2
π

24 4812 36

0

|Z(F )| = |Y (F )HLP (F )|

12 24 36 48 F [Hz]

F [Hz]

ω

ω

F [Hz]

(undesired)

(undesired)
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Double projection

The eye is not a very good anti-aliasing filter. Ideally, it should cut off
at 12 Hz.

By double projection, the frequencies in the spectrum of Y (Ω)HLF (Ω)
between 12 and 36 Hz are quite well suppressed by the filter 1 + z−1,
and the frequencies above 36 by the “eye” filter HLF (F ).

So you perceive an analog spectrum with mostly frequencies until 12
Hz, which contains the original frequency content of the movie.

Without this process, the signal contains more components between 12
and 36 Hz, which is perceived as flicker. These frequencies do not
contain useful information (just aliased components).
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DFT and Overlap-Add
Exam 16 July 2025

An audio signal xa(t) is sampled at 40 kHz such that we obtain a
sequence x [n] = xa(nT ). We take samples during 2.5 seconds. The
signal has to be filtered by an FIR filter h[n] with 1024 coefficients.

a What is the highest admissible frequency in the signal xa(t)?

b How many multiplications are needed to apply the filter to the data
x [n], using a direct implementation of the convolution? (Ignore
edge effects in this calculation.)

c We would like to use the FFT to reduce the number of operations.
Following the overlap-add method, describe in detail how the
convolution can be implemented using the FFT. Also give a block
scheme.
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DFT and Overlap-Add
Solution:

a 20 kHz.

b In total we have 100 kS (kilo-samples). For each sample we need
1024 multiplications (”flops”). In total: 102 Mflops.

c The signal is split into blocks of 1024 samples. (You could take a
larger block as well.) Suppose that xi [n] contains the samples of
the i-th block, followed by 1024 zeros to a length of 2048 samples.
We take the FFT of xi [n], call the result Xi [k]. It has 2048 samples.
The filter h[n] is zero-padded to the same length of 2048 samples.
Call its FFT H[k] (also 2048 samples).
We apply pointwise multiplication: Yi [k] = H[k]Xi [k]. Next, we
compute its IFFT, resulting in yi [n] consisting of 2048 samples.
This comprises 2 blocks and overlaps with yi+1[n].
Finally, we use linearity and add the overlapping parts of the yi [n].
Blockscheme: see slides on overlap-add.
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DFT and Overlap-Add

d How many multiplications are needed now?
[Assume that the FFT of order N has a complexity of N log2(N).]

d The FFT of h[n] is done once (N = 2048).

The FFT of the xi [n]: we have 98 blocks of 1024 samples, so we
need 98 FFTs of size N = 2048.

We need 98 times 2048 multiplications to form the Yi [k].

The IFFT of the Yi [k] requires 98 FFTs of size N = 2048.

In total: 1 + 98 + 98 = 198 times N log2 N is
198× 2048× 11 = 4.5 Mflops. Add to this the multiplications in
the frequency domain: 98× N = 200 kflops. Total: 4.7 Mflops.
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Oversampling ADC
Exam 16 July 2025

A signal x(t) has an amplitude spectrum schematically shown as follows:

|X (F )|

F [kHz]50-50 0

To sample x(t), an oversampling AD converter operates at D = 256
times the desired sampling rate f0 = 100 kHz, and quantizes samples at
4 bits. Digitally, the sample rate is reduced by a factor D = 256.

fs = D · f0

H(z)Q

4 bits

↓ D
x̃[n]x[n]

y [n]x(t)

H(z) is a lowpass filter given by

H(z) = 1 + z−1 + · · ·+ z−(D−1) =
1− z−D

1− z−1
.
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Oversampling ADC (cont’d)

a Draw the amplitude spectrum |H(e jω)|. (Clearly label the
frequency axis. For illustration purposes, you may consider a small
D.)
In this plot, what is the location (value of ω) of the first zero of
the transfer function?

b What is the role of this filter in the context of the oversampling
ADC architecture?
If it was an ideal filter, what would be its specification?

c What is the effect of this filter on the quantization noise?
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Oversampling ADC (cont’d)
Solution:

a Recognize the usual digital sinc function (Dirichlet function):

H(e jω) =
1− e−jDω

1− z−jω
=

sin(Dω/2)

sin(ω/2)
e−j(D−1)ω/2 .

H(z) has D zeros, at z = e j
2π
D
k (k = 0, · · · ,D − 1), and a pole at

z = 1 which will cancel the corresponding zero. The first zero is at
ω = 2π/D, which corresponds to 100 kHz.

0 pi/4 pi/2 3pi/4 pi
0

5

10

15

20

25

30

35

ω

|H(ω)|

(Drawn for D = 32)
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Oversampling ADC (cont’d)

b H(z) is a lowpass anti-aliasing filter for the downsampling. Ideally,
it cuts off at ω = π/D, the given non-ideal filter has its 3dB point
at this frequency.

c This noise is also filtered, and this removes a lot of noise (ideally, a
fraction 1/D is retained).

Alternatively, we can say that the noise is being averaged (H(z)
sums 256 subsequent samples), this will reduce the variance of the
noise by a factor D (assuming the noise is white).
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Oversampling ADC (cont’d)

d Draw amplitude spectra for the signals x [n], x̃ [n], and y [n]. Label
the frequency axis both in terms of ω [rad] and F [kHz].

d

H(ω) (assumed ideal)
be filtered out, reducing
the noise power later)

0

|Y (ω)|

50-50
ω [rad]
F [kHz]

−π

(filtered noise)

π 2π
100

0

|X (ω)|

50-50
ω [rad]
F [kHz]

2π
D · 100

π/D−π/D

0

|X̃ (ω)|

50-50
ω [rad]
F [kHz]

2π
D · 100

π/D−π/D

(quantization noise)

100

100

(this noise will
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Oversampling ADC (cont’d)
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π 2π
100

0
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F [kHz]
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0
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Oversampling ADC (cont’d)

e As usual, we model the effect of the quantization as additive white
noise, with a uniform distribution.
Its variance is σ2

e = ∆2/12 with ∆ = VFS/2B where VFS is the
range of the quantizer and B = 4 is the number of bits, including
the sign bit. You may consider VFS = 1.

How many bits accuracy do you expect at the output? (Give a
derivation.)
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Oversampling ADC (cont’d)
Solution:

e Initially, the variance of the quantization noise was ∆2

12 = 2−2B

12 ,
where B = 4 bits.
Due to the averaging in the filter, the variance is reduced by a

factor D: 2−2B

12D . If we equate this to 2−2B′

12 , then the new number of
bits becomes

2−2B′

12
=

2−2B

12D
⇒ −2B ′ = −2B − log2 D

⇒ B ′ = B +
1

2
log2 D = 4 + 4 = 8
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Oversampling ADC (cont’d)

f An efficient implementation of the filter, in combination with the
downsampler, is as follows:

z−1

x̃[n] ↓ D

z−1

y [n]
−

Prove that this implementation indeed results in the desired
response. (Hint: recall the “noble identities”.)

f An initial realization could be (“direct realization no.1”):

z−1

x[n] y [n]↓ D

z−D

−

We can bring the downsampler more to the front (using the noble
identity), this will replace z−D by z−1.
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Done!

Good luck with your exam! and

evasys survey

9. exercises 36 / 36


	memo
	overview
	dft
	dft spectra
	bandpass sampling
	multirate
	dft and overlap-add
	oversampling adc

