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Sampling, revisited

Sampling a signal x(t) involves discretizing time and amplitude.

Fs

discr.ampl.discr.timecont.time

C/Dx(t) x [n] Q(·) xq[n]

x̂ [n]xa(t)

oror sampler quantizer

”C/D”: continuous-time to discrete-time (= sampling in time).

”A/D”: analog-to-digital conversion (= quantization).

In this lecture we look at the quantization aspects.
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Prior knowledge

Oversampling

Random processes: power spectral density S(ω), see last lectures of
SSP for full details

Effect of filtering on PSD

The slides cover Ch. 6.7 of the Holton book, with some additional notes
for clarity. For the careful reader, the book seems to have numerous
small errors.
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Quantization
A quantizer is a non-linear function xq = Q(x) which maps x ∈ ||R to a
value xq from a finite set of values

xq can be represented by a binary code (which is the point)

This operation is not invertible: loss of information

Uniform or non-uniform quantization levels

Midtread: 0 is a quantization level; midrise: used for single-bit
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Quantization

Quantizer range:
between −1

2VFS and 1
2VFS .

Here, VFS is the “full scale” range
or voltage swing.

b bits gives L = 2b levels.

The quantization steps are

∆ =
VFS

L
= VFS 2

−b

Output range not fully symmetric!
(ignore this in analysis: pretend
+1 also occurs)
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y = Q(x), with b=3

×VFS/2

×VFS/2

∆

VFS

Notation warning: Book uses ∆V , and N rather than b. Other books
(old exams) use b + 1 (separate sign bit) and range R.
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Quantization error

The quantization error will be modeled as a noise source.
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Quantization noise model

The quantizer Q(·) is a non-linear function. We model its action as
adding quantization noise e[n] = xq[n]− x [n].

quant.noise

x [n] xq[n]

e[n]

How can we model the noise process?

Notation warning: book uses x̂ [n]; we’ll use the hat for an estimate.
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Quantization noise model
pdf: fe(x)

x0− 1
2∆

1
2∆

Assume e[n] is WSS, zero mean, white, uncorrelated to x [n].

Assume e[n] is uniformly distributed, values between [−1
2∆, 12∆].

Assumptions are only valid if the input is sufficiently “rich” (varies a lot,
compared to the quantization step ∆), and not out of range.

Notation warning: in DSP, random variables still have lowercase letters,
so we write e[n] and not E [n], to avoid confusion with frequency
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Quantization noise model

Assume e[n] is uniformly distributed, U(−1
2∆, 12∆).

Its mean is zero. What is its variance (noise power)?

Pe = σ2
e = E[e2] =

∫ 1
2
∆

− 1
2
∆
x2

1

∆
dx =

[
1

3∆
x3
] 1

2
∆

− 1
2
∆

=
∆2

12

White noise: the PSD is Se(ω) = σ2
e . (constant over frequency,

−π ≤ ω ≤ π)

With b bits, we have L = 2b levels: ∆ = VFS
L = VFS 2

−b

Notation warning: in SSP, the book uses normalized frequency ϕ rather
than angular frequency ω, with ω = 2πϕ.
⇒ Expect factors 2π to appear in various places.
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Signal to Quantization Noise Ratio
Assume x [n] has power Px = σ2

x .

The resulting Signal to Quantization Noise Ratio (SQNR) in dB is

SQNR = 10 log
Px

Pe
= 10 log

σ2
x 12 2

2b

V 2
FS

= 20 log(2) b + 20 log
σx
VFS

+ 10 log(12)

= 6.02 b + const

Each additional bit improves the SQNR with 6 dB.

Conversely, the Effective Number of Bits (ENOB) is

ENOB =

⌈
SQNR− const

6.02

⌉
where literature uses const = 1.76.
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Noise reduction by oversampling

Let’s oversample x(t) by a factor D.

y [n]
xq [n]

decimator

C/Dx(t)

sampler quantizer

e[n]DFs

LPF

H(z) ↓ D
wq [n]w [n]

The oversampled signal x(t) is called w [n], it is quantized to wq[n].

The lowpass filter (decimation filter) H(z) cuts off at π/D.

The signal of interest is not present above π/D, so this preserves the
signal and reduces the total noise power by a factor of D.
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Noise reduction by oversampling

0−π π
ω

0−π/D π/D
ω

−π π

Se(ω)

Sw (ω)

before downsampling:

after downsampling:

Sx (ω)

Sex (ω)

LPF

Warning: the book shows the signal power spectra as |W (ω)|2, but this
notation refers not to power but to energy.
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Noise reduction by oversampling

Let ey [n] be the quantization noise on y [n]. Then [see SSP Suppl.8]

Sey (ω) = |H(ω)|2σ2
e , H(ω) =

{
1, |ω| < π/D

0, otherwise

and the noise power is reduced by a factor D to

Pey = σ2
ey =

1

2π

∫ π

−π
Sey (ω)dω =

σ2
e

D
=

V 2
FS

12 22b D

Subsequent downsampling doesn’t change this. The SQNR is

SQNR = 6.02 b + 10 log(D) + const

Doubling of D increases the SQNR by 10 log(2) = 3.01 dB, and the
ENOB by 0.5 bit. Nice!
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Differential quantization

Let’s try to do better!

If we reduce the dynamic range of the input to the quantizer, we can
lower its VFS and have a smaller ∆.

A smaller ∆ gives a smaller σ2
e and a higher SQNR and ENOB.

An idea to reduce the dynamic range is to quantize x [n]− x̂ [n], where
x̂ [n] is a prediction of x [n] based on past samples. If x [n] is smooth
(predictable), the difference (“innovation”) is small.

Simplest is to use x̂ [n] = x [n − 1]. Then

d [n] = x [n]− x [n − 1]
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Differential quantization
Analysis

Effect on the dynamic range is estimated as follows. Let
RX [k] = E[x [n]x [n + k]] be the autocorrelation function.

d [n] = x [n]− x [n − 1] ⇒ σ2
d = E[(x [n]− x [n − 1])2]

= E[x2[n]] + E[x2[n − 1]]− 2E[x [n]x [n − 1]]

= 2RX [0]− 2RX [1]

= 2σ2
x(1− ρ)

where ρ = RX [1]
RX [0]

is a correlation coefficient (−1 ≤ ρ ≤ 1)

The differentiation scales the power of the input by 2(1− ρ). This
scales the dynamic range (VFS , and also ∆) by

√
2(1− ρ).

The effect depends on ρ, i.e. the smoothness of the signal. We need
ρ > 1

2 to have a reduced dynamic range: signal has to be correlated!
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Differential quantization
Example

Take a random sinusoid, x [n] = A cos(ωcn +Φ), where Φ is uniformly
distributed over [0, 2π]. We know [SSP, p. 418]

RX [k] =
A2

2
cos(ωck) ⇒ ρ = cos(ωc) with ωc = ΩcTs

Benefit for ωc < π/3: then ρ > 1
2 and σ2

d < σ2
x .

With oversampling, ωc is scaled to ωc/D and ρ gets closer to 1
(samples are more correlated).

First-order Taylor series of ρ = cos(ωc/D) shows that

1−ρ ∼ 1

D2
⇒ σ2

d ∼ 1

D2
⇒ SQNR ≈ 6.02 b+20 log(D)+const

Now, each doubling of D gives an improvement of 20 log(2) = 6 dB
(= 1 bit), due to reduction in dynamic range. Nice!! But. . .
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Differential quantization

quantizer

e[n]

dq [n]d [n]
x[n]

z−1

xq [n − 1]

integrator, G(z)differentiator, 1− z−1

xq [n]

z−1

−

x[n − 1]

After quantization, we need an integrator G (z) to undo the
differentiator (1− z−1) and recover xq[n].

G (z) =
1

1− z−1

G (z) is marginally stable (pole at z = 1): you may expect trouble!

Notation warning: book uses slightly different G (z) which includes a
delay.
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Filter model

x[n]

e[n]

xq [n]

He(z)

Hx (z)

Transfer of x [n] to xq[n] (desired signal)

Hx(z) = (1− z−1)
1

1− z−1
= 1 (as intended)

so the desired signal is unchanged

Transfer of e[n] to xq[n] (filtering of quantization noise)

He(z) = G (z) =
1

1− z−1

The noise is filtered differently than the signal: noise shaping
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Filter model
PSD of the noise ex [n] at the output xq[n]:

Sex (ω) = |He(ω)|2σ2
e

with

He(ω) =
1

1− e−jω
=

e jω/2

e jω/2 − e−jω/2
=

e jω/2

2j sin(ω/2)

⇒ |He(ω)|2 =
1

4 sin2(ω/2)

Integrating Sex (ω) gives the total power

Pex =
1

2π

∫ π

−π

σ2
e

4 sin2(ω/2)
dω → ∞

[This derivation is not quite valid because the unit circle is not the in
ROC: He(ω) also has a δ(ω) term. Even more trouble!]
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Filter model
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Also seen in time domain: g [n] = u[n], so

ex [n] = g [n] ∗ e[n] = e[n] + e[n − 1] + e[n − 2] + · · ·
Since the noise is white, the e[n] are independent of each other, and

σ2
ex = σ2

e + σ2
e + σ2

e + · · · → ∞
Thus, the (marginally stable) integration amplifies the noise to infinite
power. We need to do something else.
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Delta Modulation

z−1

quantizer

e[n]

dq [n]d [n]

z−1

xq [n − 1]

−

x̂[n] = xq [n − 1]

x[n] xq [n]

Better idea: use x̂ [n] = xq[n − 1]. We feed back the quantized signal
rather than x [n − 1]. This simple change will limit the growth in noise
power.

6. quantization 21 / 32



Delta Modulation
Analysis:

Transfer from x [n] to xq[n]:

Hx(z) =
G (z)

1 + z−1G (z)
=

1
1−z−1

1 + z−1 1
1−z−1

= 1 (as intended)

Transfer from e[n] to xq[n]: the same!

He(z) = 1

Thus, feedback of the quantized signal stabilizes the noise transfer
function. The noise power at the output is σ2

e : not infinite anymore.

Now we benefit from the reduced dynamic range.
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Delta Modulation – with oversampling

z−1

quantizer

e[n]

z−1

H(z)

LPF

↓ D

decimator

d [n] dq [n]

−
sampler

C/D

D Fs

x(t)
wq [n]w [n]

xq [n]
y [n]

If D doubles, the SQNR grows with 6 dB due to reduced dynamic
range, and with 3 dB due to the lowpass filter: total 9 dB (1.5 bits).
Nice!!! But. . .
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Sigma-Delta Modulation

The reduction in dynamic range in the Delta modulator is input signal
dependent: hard to control/design for! (What is VFS?)

Swap the ordering of integration and quantization:

z−1

xq [n]
−

x̂[n] = xq [n − 1]

x[n]

quantizer

e[n]

v [n] vq [n]

z−1
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Sigma-Delta Modulation
Analysis:

Transfer from x [n] to xq[n]: unchanged!

Hx(z) = 1 (as intended)

Transfer from x [n] to v [n] (input to the quantizer):

Hxv (z) =
G (z)

1 + z−1G (z)
= 1

This implies that the dynamic range of v [n] is equal to that of x [n]:
we lost this benefit.

Transfer from e[n] to xq[n]:

He(z) =
1

1 + z−1G (z)
=

1

1 + z−1

1−z−1

= 1− z−1
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Sigma-Delta Modulation
Analysis (continued):

0
ω

−π π

|He (ω)|

He(ω) = 1−e−jω = (e jω/2−e−jω/2)e−jω/2 ⇒ |He(ω)|2 = 4 sin2(12ω)

The noise is filtered (“shaped”) by this highpass filter. The total noise
power at the output is

Pex =
σ2
e

2π

∫ π

−π
4 sin2(12ω) dω = · · · = 2σ2

e

Overall this seems worse by a factor of 2.

However, the noise is reduced around the low frequencies. Let’s try to
exploit that.
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Sigma-Delta Modulation – with oversampling

H(z)

LPF

↓ D

decimator
−

sampler

C/D

D Fs

x(t)
w [n]

xq [n]

z−1

quantizer

e[n]

wq [n]v [n]d [n] y [n]

z−1

With oversampling, the signal passband runs till π/D, where the noise
PSD is low. That gives large benefits!
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Sigma-Delta Modulation – with oversampling
Analysis:

Noise power at the output after lowpass filtering is

Pey =
σ2
e

2π

∫ π/D

−π/D
4 sin2(12ω)dω = · · · = 2σ2

e

D
− 2σ2

e

π
sin(

π

D
)

A Taylor series expansion of sin(x) = x − 1
6x

3 + · · · gives

Pey ≈ 2π2

6D3
σ2
e

The signal power at the output is still Px = σ2
x . Thus, the SQNR at the

output scales with D3 and is (in dB)

SQNR = 6.02 b + 30 log(D) + const

Doubling of D leads to 30 log(2) = 9 dB improvement (1.5 bits)
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Implementation

DAC

sign H(z)

LPF

↓ D

decimator
−

sampler

C/D

D Fs

x(t)
w [n]

xq [n]
d [n]

quantizer
1-bit

analog digital

1-bit(implement as analog delayed integrator)

v [n − 1] wq [n − 1]

z−1

Use a 1-bit quantizer! Taking D large makes this work.

The delay in the feedback is moved to the top branch – gives the
quantizer some time to analyze the signal. The analog integrator
involves a capacitance. (The book shows further details.)

The feedback path requires a 1-bit DAC: a switch to ±Vref .
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Implementation

0
ω

−π ππ/D−π/D

Sw (ω) Se(ω)

LPF
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Implementation

Sigma-Delta ADCs are widely used for audio applications.

Main advantage: the analog part is simple, no requirements on
linearity.

Main disadvantage: the oversampling rate could be high! (D > 1000)
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To do:

Study Chapter 6.7; this material is also covered in Courselab 3

Book has no exercises on this!

Check old exams for related exercises
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